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• Qu’est-ce que l’apprentissage statistique

• Pourquoi cela marche-t-il si bien depuis quelques années

• Quels problèmes fondamentaux cela peut-il résoudre

• Quelles sont les applications

• Que fait-on à l’Idiap/EPFL
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La manière traditionnelle de faire fonctionner un ordinateur consiste à lui dire
exactement quoi faire à l’aide d’un programme

n = 15345

while n > 1:
for k in range(2, n+1):

if n%k == 0:
print(k)
n = n // k
break
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Historiquement, les premières méthodes d’Intelligence Artificielle reposaient sur
le même principe pour des tâches de décisions médicales, de jeux de stratégie,
ou de vision par ordinateur.

(Newborn, 1996)
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L’idée fondamentale de l’apprentissage automatique (“machine learning”) est de
régler les paramètres d’un programme pour le faire fonctionner sur des exemples.
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régler les paramètres d’un programme pour le faire fonctionner sur des exemples.
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La même idée se généralise à des problèmes de prédiction complexes.

“Chien”

“Modèle profond”
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Les modèles les plus performants, dit “profonds”, sont très proches des réseaux
de neurones artificiels “traditionnels.”

130 LOGICAL CALCULUS FOR NERVOUS ACTIVITY 
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1943 – McCulloch et Pitts modèlent un réseau de neurones.

1949 – Hebb propose une règle d’apprentissage.

1951 – Minsky crée le premier réseau de neurones artificiel.

1958 – Rosenblatt crée un neurone qui classe des images.

1959 – Hubel et Wiesel analysent le cortex visuel du chat.

1982 – Werbos propose la rétro-propagation de l’erreur.
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. . . 1990–2010 “éclipse des réseaux de neurones” . . .

AlexNet

Figure 2: An illustration of the architecture of our CNN, explicitly showing the delineation of responsibilities
between the two GPUs. One GPU runs the layer-parts at the top of the figure while the other runs the layer-parts
at the bottom. The GPUs communicate only at certain layers. The network’s input is 150,528-dimensional, and
the number of neurons in the network’s remaining layers is given by 253,440–186,624–64,896–64,896–43,264–
4096–4096–1000.

neurons in a kernel map). The second convolutional layer takes as input the (response-normalized
and pooled) output of the first convolutional layer and filters it with 256 kernels of size 5× 5× 48.
The third, fourth, and fifth convolutional layers are connected to one another without any intervening
pooling or normalization layers. The third convolutional layer has 384 kernels of size 3 × 3 ×
256 connected to the (normalized, pooled) outputs of the second convolutional layer. The fourth
convolutional layer has 384 kernels of size 3 × 3 × 192 , and the fifth convolutional layer has 256
kernels of size 3× 3× 192. The fully-connected layers have 4096 neurons each.

4 Reducing Overfitting

Our neural network architecture has 60 million parameters. Although the 1000 classes of ILSVRC
make each training example impose 10 bits of constraint on the mapping from image to label, this
turns out to be insufficient to learn so many parameters without considerable overfitting. Below, we
describe the two primary ways in which we combat overfitting.

4.1 Data Augmentation

The easiest and most common method to reduce overfitting on image data is to artificially enlarge
the dataset using label-preserving transformations (e.g., [25, 4, 5]). We employ two distinct forms
of data augmentation, both of which allow transformed images to be produced from the original
images with very little computation, so the transformed images do not need to be stored on disk.
In our implementation, the transformed images are generated in Python code on the CPU while the
GPU is training on the previous batch of images. So these data augmentation schemes are, in effect,
computationally free.

The first form of data augmentation consists of generating image translations and horizontal reflec-
tions. We do this by extracting random 224× 224 patches (and their horizontal reflections) from the
256×256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 × 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224× 224× 3-dimensional.
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Figure 3: GoogLeNet network with all the bells and whistles
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(Szegedy et al., 2015)
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ImageNet

(Gershgorn, 2017)
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Les raisons des progrès récents et spectaculaires de l’IA sont multiples:

• Cinq décennies de recherche en intelligence artificielle,

• des ordinateurs développés pour d’autres raisons,

• d’énormes quantités de données grâce à “internet”,

• une culture de développement collaboratif de logiciels libres,

• des ressources et des efforts de grands groupes industriels.
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En particulier la puissance de calcul et les capacités de stockage des ordinateurs
n’ont cessé de crôıtre exponentiellement depuis près de 50 ans.
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Un PC standard peut effectuer 10’000 milliards d’opérations scalaires par
seconde, et stocker 4’000 milliards de caractères.
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Figure 1: Top1 vs. network. Single-crop top-1 vali-
dation accuracies for top scoring single-model archi-
tectures. We introduce with this chart our choice of
colour scheme, which will be used throughout this
publication to distinguish effectively different archi-
tectures and their correspondent authors. Notice that
network of the same group share colour, for example
ResNet are all variations of pink.

Figure 2: Top1 vs. operations, size ∝ parameters.
Top-1 one-crop accuracy versus amount of operations
required for a single forward pass. The size of the
blobs is proportional to the number of network param-
eters; a legend is reported in the bottom right corner,
spanning from 5× 106 to 155× 106 params.
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Figure 3: Inference time vs. batch size. These two charts show inference time across different batch sizes with
a linear and logarithmic ordinate respectively and logarithmic abscissa. Missing data points are due to lack of
enough system memory required to process bigger batches.

3.2 Inference Time

Figure 3 reports inference time per image on each architecture, as a function of image batch size
(from 1 to 64). We notice that VGG processes one image in more than half second, making it a less
likely contender in real-time applications on a NVIDIA TX1. AlexNet shows a speed up of roughly
15× going from batch of 1 to 64 images, due to weak optimisation of its fully connected layers. It is
a very surprising finding, that will be further discussed in the next subsection.

3.3 Power

Power measurements are complicated by the high frequency swings in current consumption, which
required high sampling current read-out to avoid aliasing. In this work, we used a 200MHz digital
oscilloscope with a current probe, as reported in section 2. Other measuring instruments, such as an
AC power strip with 2Hz sampling rate, or a GPIB controlled DC power supply with 12Hz sampling
rate, did not provide enough bandwidth to properly conduct power measurements.

3

(Canziani et al., 2016)
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500Mwh

'
1.7M kms en voiture

'
120kCHF

GTX 1080

une journée

'
5kwh

(OpenAI blog, 2018)

1 petaflop/s-day ' 100 GPUs pendant un jour, ' 100CHF d’électricité
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Utilisation et applications
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Le domaine demande une bonne connaissance dans des domaines très variés:

• Mathématiques
• Algèbre linéaire
• Probabilités
• Traitement du signal
• Calcul différentiel
• Optimisation

• Informatique
• Algorithmique
• Parallélisme
• Programmation haut niveau (Python)
• Programmation bas niveau (assembleur / cuda)

Néanmoins, les librairies de “Deep Learning” tells que PyTorch ou TensorFlow
simplifient énormément l’utilisation de ces techniques.
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Les applications vont du traitement d’images à celui de la langue.
16 Pinheiro, Lin, Collobert, Dollár

Fig. 8: More selected qualitative results (see also Figure 4).

Détection d’objets Estimation de poses Planification de l’action

Figure 5. A selection of evaluation results, grouped by human rating.

4.3.7 Analysis of Embeddings

In order to represent the previous word St−1 as input to
the decoding LSTM producing St, we use word embedding
vectors [22], which have the advantage of being indepen-
dent of the size of the dictionary (contrary to a simpler one-
hot-encoding approach). Furthermore, these word embed-
dings can be jointly trained with the rest of the model. It
is remarkable to see how the learned representations have
captured some semantic from the statistics of the language.
Table 4.3.7 shows, for a few example words, the nearest
other words found in the learned embedding space.

Note how some of the relationships learned by the model
will help the vision component. Indeed, having “horse”,
“pony”, and “donkey” close to each other will encourage the
CNN to extract features that are relevant to horse-looking
animals. We hypothesize that, in the extreme case where
we see very few examples of a class (e.g., “unicorn”), its
proximity to other word embeddings (e.g., “horse”) should
provide a lot more information that would be completely
lost with more traditional bag-of-words based approaches.

5. Conclusion

We have presented NIC, an end-to-end neural network
system that can automatically view an image and generate

Word Neighbors
car van, cab, suv, vehicule, jeep
boy toddler, gentleman, daughter, son
street road, streets, highway, freeway
horse pony, donkey, pig, goat, mule
computer computers, pc, crt, chip, compute

Table 6. Nearest neighbors of a few example words

a reasonable description in plain English. NIC is based on
a convolution neural network that encodes an image into a
compact representation, followed by a recurrent neural net-
work that generates a corresponding sentence. The model is
trained to maximize the likelihood of the sentence given the
image. Experiments on several datasets show the robust-
ness of NIC in terms of qualitative results (the generated
sentences are very reasonable) and quantitative evaluations,
using either ranking metrics or BLEU, a metric used in ma-
chine translation to evaluate the quality of generated sen-
tences. It is clear from these experiments that, as the size
of the available datasets for image description increases, so
will the performance of approaches like NIC. Furthermore,
it will be interesting to see how one can use unsupervised
data, both from images alone and text alone, to improve im-
age description approaches.

I: Jane went to the hallway.
I: Mary walked to the bathroom.
I: Sandra went to the garden.
I: Daniel went back to the garden.
I: Sandra took the milk there.
Q: Where is the milk?
A: garden

Stratégie Description d’images Compréhension de textes
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MNIST

(leCun et al., 1998)
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model = nn.Sequential(
nn.Conv2d(1, 32, 5),
nn.ReLU(),
nn.MaxPool2d(3),
nn.Conv2d(32, 64, 5),
nn.ReLU(),
nn.MaxPool2d(2),
Shape1D(),
nn.Linear(256, 256),
nn.ReLU(),
nn.Linear(256, 10)

)

criterion = nn.CrossEntropyLoss()

optimizer = torch.optim.SGD(model.parameters(), lr = 1e-2)

for e in range(nb_epochs):
for input, target in data_loader_iterator(train_loader):

output = model(input)
loss = criterion(output, target)
optimizer.zero_grad()
loss.backward()
optimizer.step()

Temps d’apprentissage <10s, erreur '1%
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import PIL, torch, torchvision

img = torchvision.transforms.ToTensor()(PIL.Image.open('blacklab.jpg'))
img = img.view(1, img.size(0), img.size(1), img.size(2))
img = 0.5 + 0.5 * (img - img.mean()) / img.std()

alexnet = torchvision.models.alexnet(pretrained = True)
alexnet.eval()
output = alexnet(Variable(img))
scores, indexes = output.data.view(-1).sort(descending = True)

class_names = eval(open('imagenet1000_clsid_to_human.txt', 'r').read())
for k in range(15):

print('#{:d} ({:.02f}) {:s}'.format(k, scores[k], class_names[indexes[k]]))
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#1 (12.26) Weimaraner
#2 (10.95) Chesapeake Bay retriever
#3 (10.87) Labrador retriever
#4 (10.10) Staffordshire bullterrier, Staffordshire bull terrier
#5 (9.55) flat-coated retriever
#6 (9.40) Italian greyhound
#7 (9.31) American Staffordshire terrier, Staffordshire terrier
#8 (9.12) Great Dane
#9 (8.94) German short-haired pointer
#10 (8.53) Doberman, Doberman pinscher
#11 (8.35) Rottweiler
#12 (8.25) kelpie

Weimaraner Chesapeake Bay retriever
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Les mêmes méthodes peuvent être adaptées pour générer des images ou du son.
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from torch import from_numpy, no_grad
from pytorch_pretrained_biggan import BigGAN, one_hot_from_names, \

truncated_noise_sample, save_as_images

objects = [ 'coffee', 'mushroom', 'military uniform', 'garter snake' ]
cv = from_numpy(one_hot_from_names(objects, batch_size=len(objects)))
nv = from_numpy(truncated_noise_sample(truncation=0.4, batch_size=len(objects)))
model = BigGAN.from_pretrained('biggan-deep-512')
with no_grad(): save_as_images(model(nv, cv, 0.4))
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(Brock et al., 2018)
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(Karras et al., 2018)
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Elles peuvent aussi le faire, étant donné un signal de référence (Mirza and
Osindero, 2014; Zhu et al., 2017).

Unpaired Image-to-Image Translation
using Cycle-Consistent Adversarial Networks

Jun-Yan Zhu∗ Taesung Park∗ Phillip Isola Alexei A. Efros
Berkeley AI Research (BAIR) laboratory, UC Berkeley

Zebras Horses
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zebra        horse

Summer Winter

summer        winter

winter        summer

Photograph Van Gogh CezanneMonet Ukiyo-e

Monet        Photos

Monet        photo

photo       Monet

Figure 1: Given any two unordered image collections X and Y , our algorithm learns to automatically “translate” an image
from one into the other and vice versa: (left) Monet paintings and landscape photos from Flickr; (center) zebras and horses
from ImageNet; (right) summer and winter Yosemite photos from Flickr. Example application (bottom): using a collection
of paintings of famous artists, our method learns to render natural photographs into the respective styles.

Abstract
Image-to-image translation is a class of vision and

graphics problems where the goal is to learn the mapping
between an input image and an output image using a train-
ing set of aligned image pairs. However, for many tasks,
paired training data will not be available. We present an
approach for learning to translate an image from a source
domain X to a target domain Y in the absence of paired
examples. Our goal is to learn a mapping G : X → Y
such that the distribution of images from G(X) is indistin-
guishable from the distribution Y using an adversarial loss.
Because this mapping is highly under-constrained, we cou-
ple it with an inverse mapping F : Y → X and introduce a
cycle consistency loss to enforce F (G(X)) ≈ X (and vice
versa). Qualitative results are presented on several tasks
where paired training data does not exist, including collec-
tion style transfer, object transfiguration, season transfer,
photo enhancement, etc. Quantitative comparisons against
several prior methods demonstrate the superiority of our
approach.

1. Introduction
What did Claude Monet see as he placed his easel by the

bank of the Seine near Argenteuil on a lovely spring day
in 1873 (Figure 1, top-left)? A color photograph, had it
been invented, may have documented a crisp blue sky and
a glassy river reflecting it. Monet conveyed his impression
of this same scene through wispy brush strokes and a bright
palette.

What if Monet had happened upon the little harbor in
Cassis on a cool summer evening (Figure 1, bottom-left)?
A brief stroll through a gallery of Monet paintings makes it
possible to imagine how he would have rendered the scene:
perhaps in pastel shades, with abrupt dabs of paint, and a
somewhat flattened dynamic range.

We can imagine all this despite never having seen a side
by side example of a Monet painting next to a photo of the
scene he painted. Instead we have knowledge of the set of
Monet paintings and of the set of landscape photographs.
We can reason about the stylistic differences between these

* indicates equal contribution

1

a
rX

iv
:1

7
0

3
.1

0
5

9
3

v
2

  
[c

s.
C

V
] 

 5
 O

c
t 

2
0

1
7

Unpaired Image-to-Image Translation
using Cycle-Consistent Adversarial Networks

Jun-Yan Zhu∗ Taesung Park∗ Phillip Isola Alexei A. Efros
Berkeley AI Research (BAIR) laboratory, UC Berkeley

Zebras Horses

horse        zebra

zebra        horse

Summer Winter

summer        winter

winter        summer

Photograph Van Gogh CezanneMonet Ukiyo-e

Monet        Photos

Monet        photo

photo       Monet

Figure 1: Given any two unordered image collections X and Y , our algorithm learns to automatically “translate” an image
from one into the other and vice versa: (left) Monet paintings and landscape photos from Flickr; (center) zebras and horses
from ImageNet; (right) summer and winter Yosemite photos from Flickr. Example application (bottom): using a collection
of paintings of famous artists, our method learns to render natural photographs into the respective styles.

Abstract
Image-to-image translation is a class of vision and

graphics problems where the goal is to learn the mapping
between an input image and an output image using a train-
ing set of aligned image pairs. However, for many tasks,
paired training data will not be available. We present an
approach for learning to translate an image from a source
domain X to a target domain Y in the absence of paired
examples. Our goal is to learn a mapping G : X → Y
such that the distribution of images from G(X) is indistin-
guishable from the distribution Y using an adversarial loss.
Because this mapping is highly under-constrained, we cou-
ple it with an inverse mapping F : Y → X and introduce a
cycle consistency loss to enforce F (G(X)) ≈ X (and vice
versa). Qualitative results are presented on several tasks
where paired training data does not exist, including collec-
tion style transfer, object transfiguration, season transfer,
photo enhancement, etc. Quantitative comparisons against
several prior methods demonstrate the superiority of our
approach.

1. Introduction
What did Claude Monet see as he placed his easel by the

bank of the Seine near Argenteuil on a lovely spring day
in 1873 (Figure 1, top-left)? A color photograph, had it
been invented, may have documented a crisp blue sky and
a glassy river reflecting it. Monet conveyed his impression
of this same scene through wispy brush strokes and a bright
palette.

What if Monet had happened upon the little harbor in
Cassis on a cool summer evening (Figure 1, bottom-left)?
A brief stroll through a gallery of Monet paintings makes it
possible to imagine how he would have rendered the scene:
perhaps in pastel shades, with abrupt dabs of paint, and a
somewhat flattened dynamic range.

We can imagine all this despite never having seen a side
by side example of a Monet painting next to a photo of the
scene he painted. Instead we have knowledge of the set of
Monet paintings and of the set of landscape photographs.
We can reason about the stylistic differences between these

* indicates equal contribution
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VidéoVidéo

VidéoVidéo
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./local/Hillary_Clinton___Face_Replacement-RWZmLKw7PG8-extract.mp4
./local/Everybody_Dance_Now-PCBTZh41Ris.mp4


https://talktotransformer.com/

The meeting about deep fakes is an important event since it will give
consumers and journalists the facts before these companies rush to exploit them.
With the meeting, we hope that we will reach a good balance between
protecting the legitimate business and being fair to companies that do not
follow traditional guidelines. This is a very important issue and is now going to
be discussed at many more international conferences. And I can only hope that
the government will take the initiative to address it urgently so that consumers
get a right to know the true nature of their product.”
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Performances surhumaines:

• Reconnaissance d’images.

• Lecture de panneaux de signalisation.

• Reconnaissance de visages.

• Go et échecs (“from first principles”), poker.

• Jeux vidéos des années 80.

Performances au niveau des humains:

• Détection de cancers de la peau.

• Compréhension de la parole.

Il est extrêmement difficile de comprendre les modèles actuels, et de prévoir
les développements et les progrès possibles de l’IA à 10-20 ans.
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Compréhension des modèles
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Les classes de fonctions considérées ont des propriétés d’approximateurs
universels, et sont en pratiquement extrêmement complexes. Le
“fonctionnement” du f appris n’est que partiellement compris.

Nombres de techniques ont étés développées pour analyser les grandeurs
intermédiaires qui sont calculées dans un modèle.
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Images originales

VGG16, rétro-propagation guidée
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(Zeiler and Fergus, 2014)
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(Zeiler and Fergus, 2014)
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VGG16, maximisation d’un canal de la 4ème couche convolutionnelle
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VGG16, maximisation d’un canal de la 7ème couche convolutionnelle
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VGG16, maximisation d’une unité de la 13ème couche
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VGG16, maximisation d’une unité de la couche de sortie

“King crab” “Samoyed”
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VGG16, maximisation d’une unité de la couche de sortie

“Hourglass” “Paper towel”

François Fleuret Apprentissage et intelligence artificielle / Journées gymnasien·ne·s 37 / 50



Relation avec la neurobiologie.

nature neuroscience	 VOLUME 19 | NUMBER 3 | MARCH 2016 357

a rectified linear threshold or a sigmoid, (iii) pooling, a nonlinear  
aggregation operation—typically the mean or maximum of local  
values13, and (iv) divisive normalization, correcting output values to 
a standard range17. Not all HCNN incarnations use these operations 
in this order, but most are reasonably similar. All the basic operations 
exist within a single HCNN layer, which is then typically mapped to 
a single cortical area.

Analogously to neural receptive fields, all HCNN operations are 
applied locally, over a fixed-size input zone that is typically smaller 
than the full spatial extent of the input (Fig. 1c). For example, on a 
256 × 256 pixel image, a layer’s receptive fields might be 7 × 7 pixels. 

Because they are spatially overlapping, the filter and pooling operations  
are typically ‘strided’, meaning that output is retained for only a  
fraction of positions along each spatial dimension: a stride of 2 in 
image convolution will skip every second row and column.

In HCNNs, filtering is implemented via convolutional weight shar-
ing, meaning that the same filter templates are applied at all spatial 
locations. Since identical operations are applied everywhere, spatial 
variation in the output arises entirely from spatial variation in the 
input stimulus. It is unlikely the brain literally implements weight 
sharing, since the physiology of the ventral stream and other sensory 
cortices appears to rule out the existence of a single master location in 
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Figure 1 HCNNs as models of sensory  
cortex. (a) The basic framework in which  
sensory cortex is studied is one of encoding—the process by which stimuli are transformed  
into patterns of neural activity—and decoding, the process by which neural activity generates  
behavior. HCNNs have been used to make models of the encoding step; that is, they describe  
the mapping of stimuli to neural responses as measured in brain. (b) The ventral visual pathway is the most comprehensively studied sensory cascade. 
It consists of a series of connected cortical brain areas (macaque brain shown). PIT, posterior inferior temporal cortex; CIT, central; AIT, anterior; 
RGC, retinal ganglion cell; LGN, lateral geniculate nucleus. DoG, difference of Gaussians model; T(•), transformation. (c) HCNNs are multilayer neural 
networks, each of whose layers are made up of a linear-nonlinear (LN) combination of simple operations such as filtering, thresholding, pooling and 
normalization. The filter bank in each layer consists of a set of weights analogous to synaptic strengths. Each filter in the filter bank corresponds to a 
distinct template, analogous to Gabor wavelets with different frequencies and orientations; the image shows a model with four filters in layer 1, eight in 
layer 2, and so on. The operations within a layer are applied locally to spatial patches within the input, corresponding to simple, limited-size receptive 
fields (red boxes). The composition of multiple layers leads to a complex nonlinear transform of the original input stimulus. At each layer, retinopy 
decreases and effective receptive field size increases. HCNNs are good candidates for models of the ventral visual pathway. By definition, they are image 
computable, meaning that they generate responses for arbitrary input images; they are also mappable, meaning that they can be naturally identified in a 
component-wise fashion with observable structures in the ventral pathway; and, when their parameters are chosen correctly, they are predictive, meaning 
that layers within the network describe the neural response patterns to large classes of stimuli outside the domain on which the models were built.

Box 1 Minimal criteria for a sensory encoding model 

We identify three criteria that any encoding model of a sensory cortical system should meet:
Stimulus-computability: The model should accept arbitrary stimuli within the general stimulus domain of interest;
Mappability: The components of the model should correspond to experimentally definable components of the neural system; and
Predictivity: The units of the model should provide detailed predictions of stimulus-by-stimulus responses, for arbitrarily chosen neurons in each 
mapped area.
These criteria may sometimes be in tension—insisting on mappability at the finest grain might hinder identifying models that actually work for complex 
real-world stimuli, since low-level circuit tools may operate best in reduced stimulus regimes. While seeking detailed models of neural circuit connec-
tivity in simplified contexts is important, if such models do not add up in the aggregate to accurate predictors of neural responses to real-world stimuli, 
the utility of their lower-level verisimilitude is limited.
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(Yamins and DiCarlo, 2016)
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Machine Learning group

François Fleuret



• Créé en 1991, “Institut Dalle Molle d’Intelligence Artificielle Perceptive”.

• Situé à Martigny, VS.

• ' 120 employés.

• 14 groupes de recherche, ' 40 doctorants, 16 développeurs.
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Groupe de recherche en apprentissage automatique.

• Apprentissage statistique et réseaux de neurones.

• Comment contrôler le coût computationel.

• Réduire l’occupation mémoire.

• Entrâıner des modèles à partir d’un petits nombre d’exemples.
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Reconstruction stéréo

VidéoVidéo
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./mlg/videos/event-camera-stereo.mp4


Transfert d’apprentissage et régularisation intelligente

Teacher 

Solution 1:

Match with 

input noise

Solution 2:

Match 

Jacobians

Student

Teacher
(Pre-trained net)

Input
(target 
dataset)

Match output
activations

Match with ground 
truth labels (from 
target dataset)

Match attention maps 
and their Jacobians
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Optimisation pour des méthodes adversariales

Interprétabilité des modèles
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Échantillonnage attentionnel

Pour traiter une image de très grande taille, nous avons développé une méthode
qui déterminer quelles parties regarder attentivement.

x

x̃

réduire

a(x̃ ; wa)

x|Q1
, . . . , x|QK

échantillonner { 50, 70, 80, 90 }
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réduire

a(x̃ ; wa)

x|Q1
, . . . , x|QK
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Input Attention Zoom in

(Katharopoulos and Fleuret, 2019)
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Input Ground-truth Attention

(Katharopoulos and Fleuret, 2019)
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Application: Détection de visages temps réel embarquée

VidéoVidéo
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./mlg/25th/keylemon_landmarks.mp4


Application: Production de pièces en plastique

Alignement

VidéoVidéo

Détection de défauts esthétiques
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./mlg/videos/Orientation_bouchon_iDiap_4_HD.mp4


Application: Détection de mauvaises herbes

VidéoVidéo
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./mlg/ecoR/Video_ecorobotix_EN_light.mp4


Application: Design industriel automatique

VidéoVidéo
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./mlg/deep_shape/videos/output_foils.mp4


The end
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